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Abstract. Advances in generative artificial intelligence (Al) have made virtual
agents ubiquitous, leading to widespread disruption of higher education. Many
are asking whether these agents will replace educators altogether. In this paper,
we explore some of the literature on virtual agents and past work from the edu-
cational technology literature to outline one of the key limitations of education-
al virtual agents: their inability to generate social presence. We then provide
reasons why the N400 event-related potential (ERP) may be sensitive to aspects
of social presence and thus reflect associated perceptions of virtual teachers and
virtual agents broadly. We conclude with a proposal for an experiment which
could establish cognitive differences, as measured by N400 amplitude differ-
ences and their relationship to Cloze probability of phrase endings. This would
also suggest that user expectations are important considerations in the effective
design of virtual teachers.
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1 Generative Al is Changing Education (or is it?)

On November 30" 2022, ChatGPT was released for public use. What immediately
followed has been perceived by many to be an unprecedented disruption in education,
the merits and challenges of which continue to be a focus of educators today [1].
Things that were once hard are now easy. In just a few clicks, students can use a gen-
erative Al tool to write an essay or prepare computer code that solves most of the
algorithms educators use to teach challenging concepts. This has led many academic
institutions to scramble and adopt policies ranging from outright bans to widespread
support in courses and teaching [1].

Some educators, however, have taken their reflection further and have even gone
so far as to wonder whether the technology is poised to replace human teachers alto-
gether [2]. After all, generative Al virtual agents like ChatGPT, Deepseek or Note-
book LM can perform many of the tasks that were once uniquely the domain of a



physical teacher. For example, these tools can generate lesson plans from academic
essays that are provided to them, provide detailed feedback on student writing as-
sessments, and even generate interactive multimedia such as podcasts. What need,
then, do students have for human educators, when there is so often little instructor
attention paid to an individual student? A virtual teacher can do the same things but
adapt its teaching to a student’s individual needs.

Believe it or not, we have been here before, and relatively recently. In 2011, en-
trepreneurs Sabastian Thurn and David Evans (who were then associated with Stan-
ford University) launched an online course on YouTube called Introduction to Artifi-
cial Intelligence, which quickly gained hundreds of thousands of followers. Sal Kahn
quickly followed with Kahn Academy. Within just a few months, similar courses
were created in what became the Massive Open Online Course (MOOC) craze [3].
From the perspective of educators, this was very disruptive because it offered a low-
cost or free alternative to the standard university offering. However, following a brief
scramble to respond to the technology, it quickly became clear that the technology
lacked key features that made traditional university teaching effective. Studies of
MOOCs completed in 2013 found that very few MOOC participants actually finished
their courses and those who did tended to already have university degrees [4, 5], and
over time the technology began to play a complementary role to the traditional model.

One major problem with MOOCs is that they are unable to retain user motivation
[6]. As many educators know, it is often more challenging to motivate students to
wish to learn and be inspired to develop good learning habits than it is to deliver con-
tent. The idea of a teacher as a motivator has deep roots in educational philosophy,
not least in its importance to the cultural formation of the human mind [7]. From the
perspective of information systems scholarship, this function has often been expressed
through the construct of social presence, or the feeling of being socially connected to
a teacher, often despite a technological medium like distance learning [8, 9]. Put
simply, at least one reason MOOCs have not replaced teachers may be because
MOOCs lack the social connection between a student and teacher which motivates
and cultivates the student to learn in the first place. It should seem clear, then, why
some educators are not concerned about the impact of generative Al on education.
Even as the technology develops, there could be an insurmountable gap around the
need for a human teacher, similar to the gap that a MOOC could not fill [2].

We posit that this is a limitation of generative Al virtual agents as they are de-
signed today, not as they could potentially be designed. There are examples of educa-
tors who have cultivated online social presence in fantastic ways, which could poten-
tially be replicated by a virtual agent. For example, on YouTube, there are educators
like Derek Muller, who is the leader of the channel Veritasium, and has millions of
viewers who consume the channel’s well-researched and engaging content. Muller
has published an article on how dialogue, such as live chats on YouTube, can be used
to enhance online learning outcomes [10]. Veritasium videos have inspired many
students to pursue independent studies on a range of subjects in mathematics, psy-
chology, and physics. It is plausible that a virtual agent could similarly leverage dia-
logue and rich multimedia to generate foster social presence with learners. It is there-
fore a live question whether it is possible to build a machine that could be present and



perceived similarly to how an online human educator would. However, if social pres-
ence theory is correct, such a machine would need to be perceived as human or at
least possess person-like qualities, because only a human or person-like agent could
form a personal connection with a student.

This is a subject which NeurolS has something to contribute to. The N400 event-
related potential (ERP) is an electroencephalography (EEG) brain pattern which is
found with many normal responses to common stimuli like images or words and is
affected when some stimulus is perceived as out of place or mismatched [11]. A
recent study investigated the N40O in response to human and virtual influencers to
determine what causes people to follow their recommendations [12, 13]. A larger
N400 was observed for virtual than human influencers, consistent with past results
associating the N400 with uncanniness [14]. Additionally, N400 amplitudes were
significantly correlated with behavioral ratings of uncanniness, humanness, and inten-
tions to follow. The authors interpreted this in the context of a larger theory of the role
of expectancy violation in affecting a user’s acceptance of an influencer’s recommen-
dations.

Could the N400 be similarly adapted to measure social perceptions of an educa-
tional virtual agent in a chat context? Past research has found that differences in the
N400 elicited by words in incongruent sentences can be muted when participants
perceive them to be uttered by an entity with agency, even when that agent is fictional
like a talking peanut talking about its new girlfriend [15]. In that work, the authors
established that models of semantic consistency can be shaped by human perceptions
about context, like perceiving a peanut as part of a narrative rather than food. It thus
seems plausible that variation in the N400 may similarly reflect the perceived hu-
manity of a chat interface. As such, it could be used to determine when people ascribe
a virtual agent to have human-like qualities. This work could further advance under-
standing about the cognitive shift must take place when someone goes from using a
technology to experiencing the presence of an agent. By adapting a common incon-
gruent language presentation paradigm, we aim to answer the following questions:

1. Is the N400 congruency effect for sentences (i.e., a larger N400 for words in-
congruent with the preceding sentence) mediated by whether people believe
it was generated by a virtual agent?

2. Is the N400 congruency effect positively associated with aspects of the user’s
perceptions or attitudes such as:

a. The perceived reliability of the sentence or,
b. The perceived social presence of the agent or,
C. The participant’s general attitudes towards AI?

To the best of our knowledge, no existing study has used the N400 to assess percep-
tions of virtual educators, and there is only limited literature on the ERP responses to
Al agents generally. The remainder of this paper describes an early-stage experiment
on this subject and its expected contributions. We will conclude with a discussion



about future work that could apply these findings to the greater virtual teacher prob-
lem.

2 Experiment Proposal

2.1  Participants

26 participants will be recruited to take part in a single-session within-subjects study at
our laboratory. The number of participants was selected based on the N400 effects re-
ported in previous studies of Al-generated content [12]. Participants will be 17 years of
age or over, fluent in English, with no history of neurological disorders and will not be
taking medications that are known to affect EEG. Participants will receive either CAD
20 or partial university course credit as compensation for their time.

2.2 Stimuli and Design

The main experimental stimuli consist of a series of pre-defined responses to queries
related to the subject of venture capital. Given that the recruitment pool will consist of
students registered in psychology courses, this is a topic that will be unfamiliar to
most of the study participants and has been the subject of past EEG studies related to
e-learning technology [16]. The sentences are responses to pre-generated queries
about venture capital which will be created by the research team. Responses to the
queries will either be derived from Wikipedia (i.e., “human-generated”) or using the
GPT o1l model (“Al-generated””) and may consist of multiple sentences. The conclud-
ing words from each sentence will be assessed for cloze probability, which is the
relative frequency of the word appearing in the English language, associated with
N400 amplitude [17]. The curated human-generated and Al-generated sentences will
be assessed to ensure similar distributions, and variability, of cloze probability. In
total, 100 sentences will be presented for each condition, or 200 presentations total,
consisting of responses to 20 queries.

At the beginning of each query selection routine, participants will be told whether
the response was created by an Al or a human by the presence of an icon and either a
black or white fixation cross. The sentences will then be administered as a series of
words which will each be presented for 750 ms, followed by a fixation cross of 500
ms. The fixation cross corresponds to a color representing either the human-generated
or Al-generated conditions. The onset of each word will be labelled by the experi-
mental software using TTL as to whether it is a concluding word (or not) and whether
it was generated by Al or humans. Following the presentation of all the words in a
block, participants will rate the sentence for perceived reliability, similarly to the
process described by Nissen et al. [12]. Unlike the prior study however, perceived
reliability is investigated rather than perceived trustworthiness, to limit potential prim-
ing effects on the participants. Following the experiment, the participants will com-
plete an ex post questionnaire concerning their experienced social presence [18] and
general attitudes towards Al [19]. All stimuli for this paradigm will be created in



PsychoPy [20]. Table 1 summarizes the measures that we will investigate in this ex-
periment.

Table 1. Summary of instruments that will be used in the EEG experiment.

Measure Timing Source

N400 amplitude Word onset Nissen et al. [12, 13]
Sentence reliability Sentence completion Nissen et al. [12, 13]
Social presence of human Experiment completion  Bailenson et al. [18]
Social presence of Al Experiment completion  Bailenson et al. [18]

General attitudes towards Al Experiment completion Kaya et al. [19]

2.3  Procedure

Participants will be informed of the exclusion criteria and complete a consent proce-
dure before beginning the study. They will then be equipped with a 32-electrode EEG
system (ActiCap, BraindProducts GmbH, Munich, Germany) positioned according to
the international 10-10 system. EEG data will be recorded at a sampling rate of 512
Hz using a Refa8 amplifier (ANT, Enschende, The Netherlands) and bandpass filtered
between 0.01 and 170 Hz using the OpenVibe software [21]. Participants will be able
to select from a selection of the pre-generated queries on a screen, which will be fol-
lowed by the pre-generated responses to the query. As the participant proceeds in the
experiment, additional queries will become available to them until all the queries have
been selected. By providing participants the ability to choose the flow of their queries,
their experience will be similar to the process of making queries to a virtual agent.
Participants will thus select the 20 queries and complete the 200 trials in an order of
their choosing, after which they will undergo debriefing.

2.4  Data Processing and Analysis

EEG data be preprocessed using the MNE and autoreject Python libraries [22, 23].
The data processing pipeline involves: bandpass filtering from 0.1-40 Hz; segmenting
continuous EEG into epochs from 200-1000 ms around each target word (incongruous
or congruous control); using autoreject to remove channels and epochs with excessive
noise; fitting independent component analysis to identify and remove ocular artifacts;
further cleaning any residual noise with autoreject, and re-referencing to the average
of channels TP9 and TP10. The N400 is measured as the mean amplitude between
300-500 ms over channels Cz, Pz, Cpl and CP2, and analyzed using the linear mixed
effects modelling. Fixed effects will include label (Al/human) and congruency, as
well as participants’ ratings of perceived humanness, trustworthiness, and valence of
the speaker. Random effects will include random intercepts by participants and ran-
dom slopes for channels within participants.



3 Expected Contribution and Future Work

If this experiment is successful, we will have evidence that the perceptions of a chat
agent’s humanness affects our understanding of what the agent can or can’t do. This
evidence would be a critical first step in establishing whether humans can perceive
virtual agent teachers as genuine teachers. By demonstrating that the link between
perceptions of humans and virtual agents works similarly to the past work on fictional
stories [15], we would further have grounds for believing that expectancy plays an
important role in shaping the acceptance of virtual agent technologies [12]. The im-
plications for social presence theory [9] are that we would provide a cognitive expla-
nation for why perceived personalness and agency of a teacher affects learning out-
comes.

After this experiment, we plan to conduct a second field study involving an actual
Al educational tool. While EEG is useful, it is often very challenging to create an
experiment that can balance both the need for rigorous controls and ecological validi-
ty [24]. Building on methodological recommendations by Kirwan et al. [25], we will
seek to complete a second study which takes a behavioral approach in a setting that is
closer to the context of actual information technology use. The second study has not
been developed, and we are currently conceptualizing approaches. The study can use
a between-participants design (e.g., human-based chat vs. virtual agent chat) to inves-
tigate users of a virtual agent, such as ChatGPT, who must complete learning tasks.
Participants can also be investigated based on whether they engage with the tasks,
their emotional perceptions of the virtual agent, their expectations, and their experi-
ence of social presence, and potentially other factors known to impact education out-
comes like flow [26]. One approach could be to provide students with an assignment
and randomly assign them either a human or virtual agent chat tutor. They could be
asked similar questions related to social presence and the results could be compared
between the Al and human-based outcomes and then compared with the findings of
the ERP experiment.

If both studies are successful, they would offer explanations as to why artificial
agents cannot teach as well as humans, based on social presence theory and the neural
mechanisms related to Al expectancy. The results may also provide insights from the
perspective of neuroscience, offering further evidence that the cognitive mechanisms
behind the N400 are related to expectancy about the agent. However, the results may
also provide something even more impactful: evidence that Al is able to create social
presence similarly to a human. If we find no difference in the measures related to
social presence, no differences in learning outcomes, but an effect of Al versus human
labelling, then it would suggest that the effects may just be a matter of bias towards
Al. If so, as Al technology advances, it may only be a matter of time before Al over-
takes humans in the delivery of teaching.
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